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Please try hard to make the exam first, and then compare your answers to the solutions. I have
noticed over the years that students find the solutions very easy to understand once they read them,
but very hard to produce themselves.

Questions
A production network consists of 3 single-machine stations in tandem. The processing times are
constant and such that t1 = 2 hours, t2 = 3 hours and t3 = 2 hours. Call this the base case system.
In the questions below we will study small variations of the base case. Unless stated otherwise,
we start from the base case for each question, that is, any assumptions or modifications previously
made to the base case no longer apply. The questions are not necessarily in increasing sequence of
difficulty. Hence, skip a question if you can’t solve it right away and then turn to it later.

1 (2): For the base case, what are the critical WIP W0, bottleneck capacity rb and raw processing
time T0?

Answer:

rb = 1
3

T0 = 2+3+2= 7

W0 = rbT0 = 7/3.

At the exam a few students asked me about the meaning of ‘tandem’. Why not use the index
of the book?

2 (2): Suppose we modify the base case by adding one extra machine to station 2, with processing
time t = 3 hours. What are W0, rb and T0?
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Answer: Quite a few students did not use the definitions of the book, in chapter 7. Machines
at a station are in parallel, not in series. Thus, when we add capacity to station 2, we don’t add
processing time to station 2, we increase capacity. This concept is also discussed in problem 7.5
of the book. I do not give points here if you considered machines in series.

Now r2 = 2/3, so that station 2 is no longer the bottleneck. Station 1 and station 3 are the
bottlenecks.

rb = 1
2

T0 = 2+3+2= 7

W0 = rbT0 = 7/2.

Realize that the raw processing time at station 2 is not 3/2. It is still 3 hours.

3 (2): Suppose we modify the base case by adding one extra machine to station 2 with processing
time t = 4 hours. What are W0, rb and T0?

Answer: r2 = 1/3+1/4= 7/12> 1/2, hence, station 1 and 3 are bottlenecks. However, T0 cannot
be 7 anymore: some jobs will spend 4 hours at station 2 rather than 3 hours.

The computation of the raw processing time at station 2, T2 say, is a bit tricky. Some of you
reasoned (implicitly) that both machines serve half of the jobs, so that T2 = (3+4)/2 hours. This,
however, is not quite realistic; you would load the slow machine all of the time, and the faster
machine would be idle quite a bit of the time. What would you have said if the processing time
of the slow machine would have been 5 hours? Then you simply cannot give half of the jobs to
the slow machine; it will overflow.

Rather than spreading the jobs evenly over the two machines, we can also assume that each
machine takes in work in propertion to its processing rate. Then we reason like this. Consider
12 hours. In those 12 hours, the slow machine processes 3 jobs with duration 4 and the fast
machine processes 4 jobs with duration 3. Therefore:

T2 = 3
7

4+ 4
7

3= 24/7.

Another way to get this is like this. We can ‘stuff ’ station 2 with jobs. The most jobs that fit in
simultaneously is 2, one job per machine. Then, with Little’s law,

T2 = W
r2

= 2
7/12

= 24/7,

i.e., the same as the other answer.

rb = 1
2

T0 = 2+24/7+2= 4+3+3/7= 73/7

W0 = rbT0.

Finally, and the most realistic, is that the fast machine is always working, and the slow
machine covers the rest. In that case, suppose that the fast machine processes jobs at rate
r1 and the slow at rate r2. Then, since jobs arrive with rate ra, the fast machine processes
a fraction of r1/ra of the jobs, and the slow machine processes the left overs, i.e., a fraction of
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(ra − r1)/ra of the jobs. The raw processing time then becomes

T0 = r1

ra
t1 + ra − r1

ra
t2

= 1/3
1/2

3+ 1/2−1/3
1/2

4

= 2+ 1/6
1/2

4

= 2+ 1
3

4.

If you made the error that you put the extra machine in tandem, rather than in parallel,
I would grant points here, but not in any other of the rest of the problems. With the wrong
definition, all these problems are the same, and quite trivial.

4 (2): Why does the critical WIP change in the different cases above?

Answer: Because T0 changes and/or the bottleneck rate changes. In both cases, we need less
or more W0 to fill the network and achieve that TH= rb in the best case.

In the answer I wanted to see that you are aware of the fact that in some cases T0 changes
and in other cases rb changes. If you would come up with just one of these two, I typically give
just 1 point here.

5 (2): Suppose we modify the base case by adding one extra machine to station 2 with processing
time t = 1 hour. What are W0, rb and T0?

Answer: Now the slow machine at station 2 becomes superfluous. The fast machine can cope
with all jobs that arrive from station 1.

rb = 1
2

T0 = 2+1+2= 5

W0 = rbT0.

Thus, why would you assign part of the jobs to the slow machine at station 2? There is no queue,
the fast machine can cope with all the jobs. Moreover, assigning any job to the slow machines
just adds to the cycle time.

If you now would have taken T0 = (1+ 3)/2 = 2 then I subtracted 1 point. This is a silly
answer, in particular if you give the correct answer in the next question.

6 (2): In the previous question, it might seem that one machine at the second station is super-
fluous. Which one, and why? Would you remove this superfluous machine in a real production
network?

Answer: See above. I would not remove the slow machine. In real life there is variability. The
fast machine might fail, for instance. Spare capacity is useful. However, if it is very costly to
keep the slow machine operational, I would scrap it.
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7 (2): Assume that orders arrive at rate ra = 1/4 per hour at the base case system and c2
a = 0.

What is the WIP?

Answer: The smallest CT is T0. Then WIP = raT0 = 7/4. The arrival process must be very
regular for this, i.e., c2

a ¿ 1.
Why use the CT queueing formula here, as some of you did?

8 (2): Building up on the previous question, why is the WIP lower than W0?

Answer: Because the demand rate ra < rb. To fill the line, you need that ra ≥ rb. This is, of
course, very undesirable as this condition leads to overflowing networks. All in all, in case there
is no variation, the wip is smaller than W0.

9 (2): Building up on the previous question, if c2
a > 0, what can you say about the WIP?

Answer: W and CT must become larger, but by how much is impossible to say.
Some students said that the variation in ra increases. This is plain nonsense, the arrival

rate is an average, not a random variable. (At least, not in this book. If we would consider
non-stationary situations, then, indeed, it is possible to interpret (and model) ra as a random
variable, but this requires quite a bit more modeling and background. Thus, in this book and
course, we take ra as an average, not as a random variable.)

10 (2): Assume now that new orders are first sent to an order pool, and only released when the
WIP level on the floor becomes lower than W = 8, i.e., there is a CONWIP loop with WIP level 8.
Orders arrive according to a Poisson process with rate ra = 1/4 per hour. What is the cycle time
in the order pool, assuming that the machines on the shopfloor work according to the base case
system? Assume that there is always sufficient work (perhaps originating from another job stream)
to keep W at 8.

Answer: Since processing times are deterministic, the order pool behaves as an M/D/1 queue
with ra = 1/4, re = 1/3, c2

a = 1 and c2
e = 0. Moreover, there is a single server. Thus, with u =

ra/re = 3/4 and te = 3,

CTq = 1
2

3/4
1−3/4

3= 9/2.

Quite a few of you computed the cycle time on the shopfloor so that CT=WIP/ra = 8/(1/4)=
32. This is of course the right answer to the wrong question. BTW, why divide by ra as some
of you did? The WIP on the floor is processed at the rate of the bottleneck. This works at rate
rb = 1/3. I did not give points for this answer.

11 (2): In the setting of the previous question, what would be a reasonable average leadtime to
quote to customers?

Answer: Time on the floor is CT = W /rb = 8/(1/3) = 24. Hence, total time is 9/2 (in the order
pool) plus 24 is 30 hours. Thus, a sensible average lead time should be a bit above 30 hours.

If you would use the CT in the order book but forgot to add the shop floor time T0 (recall,
there is not variation by assumption, hence the raw processing time is the ct on the floor), I
would subtract 1 point.
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12 (2): Building up on the previous two questions, what is the maximal queue length in front of
station 2?

Answer: The critical WIP W0 are the number of jobs in service, as this is needed to keep the
machines running. Since station 2 is the bottleneck, and service times are deterministic, there
can only be a queue in front of station 2. Thus, when the CONWIP level is W , the maximal
number in queue is W −W0 = 8−W0. We computed W0 is the first question.

Some students answered that the max queue length would be 7, i.e., 8 on the floor, 1 in
service at station 2 (for otherwise there cannot be a queue at station 2), hence 8− 1 = 7. I
accepted this answer, even though it did not use the assumption that there is no variability.

For the answer 8 I subtracted 1 point.

13 (2): Assume that the machines in the base case have variable processing times, and that we
model this system as the practical worst case. The manager wants to set the CONWIP level to
W = 4. What do you think about this, given that orders arrive at a rate of ra = 1/4 per hour?

Answer: We can use the rough approximation that

TH≈ W
W +W0 −1

rb = 4
4+7/3−1

rb ≈ 4
4+2−1

rb = 4
5

rb.

Since rb = 1/3 we get a maximal throughput of TH = 4/15. The utilization of the bottleneck
becomes therefore ra/TH= (1/4)/(15/4)= 15/16< 1. So, it is feasible, but very tight.

14 (2): In the previous question we use the practical worst case as a model. What is your opinion
about the validity of using this model to approximate the behavior of the system?

Answer: The line is not balanced. There is one bottleneck, hence queues at the other stations
will be typically a bit smaller than in the balanced case. Hence the queue in front of the
bottleneck will be a bit higher, hence the bottleneck utilization will be higher. Hence, the
capacity of the network will be higher.

If you would say that PWC is reasonable, but forgot to check (mention) the conditions for
the PWC, I subtracted 1 point.

15 (2): Building up on the previous question, assuming exponentially distributed processing
times at the stations, will the actual performance of the line be better than according to the practical
worst case?

Answer: Per the answer to the previous question, the line is not balanced, hence it will perform
better than indicated, assuming of course that processing times are (roughly) exponential.

I typically would also give all points if you would answer that under the given assumption
the PWC results, hence performance would be according to PWC. For this is of course required
that

1. in the previous question, you said that the pwc is reasonable, but forgot to check the
balancing condition,

2. and argued that, as the processing times are exponential, this assumption of PWC is met.
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16 (2): Contrary to using CONWIP, as we assumed in the previous questions, we release orders
right upon arrival to the base case system. What is CT at the first station?

Answer: u = rat1 = 1/4∗2= 1/2, and c2
e = 0.

CTq = c2
a + c2

e
2

u
1−u

t1 = 1
2
·1 ·2= 1.

CT=CTq + t1 = 1+2= 3.
If you would have used c2

e = 1 here, I would give all points, even though it is wrong.
If you forgot to include the processing time, but just computed CTq, I would subtract one

point.

17 (2): Building up on the previous question, what is CT at the second station?

Answer:

u = rat2 = 1/4∗3= 3/4

c2
a,2 = c2

d,1 = u2
1c+e,1(1−u2

1)c2
a,1 =

1
4
·1+ (. . .)0= 1

4

CTq = c2
a + c2

e
2

u
1−u

t2 = 1/4+0
2

· 3/4
1/4

·3= . . .

CT=CTq + t2 = . . .+3

It is essential here that you show that the second station receives the jobs from the first
station. If you forgot to compute c2

d and just used that ca,2 = 1, then I would not give any points
here. On the other hand, if you would compute c2

d,1 and said that c2
a,2 = c2

d,1, then I would give
all points, nearly independent of the numerical result (within reason. . . )

18 (2): Building up on the previous question, assume that the second station is subject to failures
such that the average time to fail is 18 hours and the repair time is precisely 2 hours. What is CT
at the second station?

Answer:

A = 18
2+18

= 9/10

t2 = 3/A = 30/9= 10/3

u = rat2 = 1/4∗10/3= 10/12= 5/6

c2
a,2 = c2

d,1 = u2
1c+e,1(1−u2

1)c2
a,1 =

1
4
·1+ (. . .)0= 1

4

c2
e,2 = 0+ (1+0)

9
10

1
10

2
3
= . . .

CTq = c2
a + c2

e
2

u
1−u

t2 = 1/4+0
2

· 5/6
1/6

·10/3= . . .

CT=CTq + t2 = . . .+10/3

I would subtract 1 point of you forgot the compute/include the impact on c2
e,2 of the failures.
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19 (2): Building up on the previous question, what is CT at the third station?

Answer:

u = rat3 = 1/4∗2= 1/2

c2
a,3 = c2

d,2 = u2
2c+e,2(1−u2

2)c2
a,2 = (5/6)2 ·+(1− (5/6)2)c2

e,2 = . . .

CTq = c2
a + c2

e
2

u
1−u

t2 = +0
2

·1 ·2= . . .

CT=CTq + t2 = . . .+2

No points if you would just use c2
a,3 = c2

e,3 = 1. This reduces the problem to an earlier prob-
lem, and also suggests that you are not aware of the fact that failures have an impact on the
departure process of station 2, hence the arrivals at station 3.

20 (2): What other KPIs can be relevant to measure the performance of the system? (Two KPIs
suffice for the answer.)

Answer: There are many good answers here.

1. The distribution of the total time orders spend in the system.

2. Fraction of orders delivered on time.

3. Rework

4. quality of items produced.

I would not give points when you would say CT, WIP or TH, or anything that would resemble
these concepts. We have been discussing these concepts all along in the exam. Hence, these
KPIs do not count as an answer.

21 (2): Suppose we modify the base case system such that half of the jobs bypass the second
station, i.e., half of the jobs have the routing [1,2,3], but the other half have routing [1,3]. Provide
a set of recursions by which it is possible to develop a simulation of the network with by-passing
without CONWIP (i.e., an open network). Develop appropriate notation.

Answer: Consider a periodic-time model, e.g., daily. Assume jobs arrive as (ai), so that ai is
the amount of jobs that arrive at the network on day i. Service on day i at station j is (ci j), and
the departures are (di j). For notional clarity, suppose a fraction α by passes station 2. Then,
one model is like this:

ai1 = ai

ai,2 = di−1,1(1−α)

ai,3 = di−1,1α+di−1,2.

For all stations we have

di j =min{Q i−1, j +ai j, ci j}

Q i j =Q i−1, j +ai j −di j
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22 (2): Consider a single machine that processes two item types A and B. Items A arrive at rate
5 per hour and require a processing time of ta = 6 minutes, items B at rate 10 per hour and have
tb = 1 minute of processing time. The switch-over time from type A to B is 4 hours, and there is no
switch-over time from B to A . Assume that B items are produced in batches of size kb = 20. What is
the minimal batch size for the A items, assuming perfectly regular arrival and service processes?

Answer: If we produce B items in batches of kb the A items ‘see’ a setup time of kb tb +Sa.
From this,

ra

(
ta + Sa +kb tb

ka

)
< 1.

From this we get

ka ≥ (Sa +kb tb)ra

1− tara
= (4+1/3)5

1−5/60∗6
.

If you would forget to include the processing times of the B items I would subtract one point.

23 (2): Building up on the previous question, assume now that the switch-over time from type B
to A is 7 hours. Provide a set of equations that the batch sizes of the A and B items have to satisfy.
(You don’t have to solve these equations.)

Answer:

Sa +kata +Sb +kb tb = T
raT ≤ ka

rbT ≤ kb
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